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Technology Brief
Automating Data Center Operations

Data centers are unique in many respects, chiefly because of their 
emphasis on low overhead and the consequent effects this emphasis 
has on operations, as well as on network architecture and choice of 
equipment. Downward pressure on operations costs, in particular, has 
produced a configuration management model and associated concepts 
that are key to high-efficiency management and operations within the 
data center environment.

Distributing Configuration Changes Efficiently
Data centers manage large numbers of devices and must be able to 
add new services quickly. So they must make it easy to change the 
configuration on multiple devices—simultaneously, remotely, and 
rapidly. Most approaches to configuration changes can now fulfill these 
needs and do so automatically, with the ability to automate periodic 
“refresh” operations as well. 

To ensure maintenance of clean configuration data, operations staff 
prepare configuration changes using a separate, dedicated, network-
wide master data center database that models the network outside of 
the devices database. In a refresh operation, this master data center 
database is applied to devices periodically to ensure their configuration 
matches the records in the master database. 

Figure 1: Data Center Configuration Flow

The configuration data in the master data center database is typically 
passed through Python template tools to prepare it for propagation into 
devices. Two popular tools of this type are Django and Jinja. These 
open-source tools allow data from the data center database to be 
inserted into a configuration template for the device. 

This template-based procedure essentially creates a textual version of a 
device’s entire configuration, formatted using appropriate syntax, which 
is then applied to the device. When the configuration is loaded into the 
device, it is expected that only changes present in the master 
configuration will be applied.

This operational behavior requires the device to load and save a textual 
version of its own configuration. The textual version can take various 
formats. Two of the most popular are XML and plain text with braces. 
Other formats, such as JSON, are also used.
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{% for device in devices %}
  replace: shelf {{device.shelf.no}} {
    admin-status {{device.admin-state}};
    type {{device.type}};
    shelf-mode NORMAL;
    shelf-role MAIN;
    fuse {{device.fuse}};
{% endfor %}
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These textual copies of the configuration can either overwrite or merge 
into the existing configuration. Typically, the following options are 
supported when loading configuration files:

 ■  Override – The current configuration is deleted and a complete new 
configuration is loaded from the textual file.

 ■  Replace –Specified sections of the current configuration are replaced, 
leaving other areas untouched.

 ■  Merge – The content of the file is merged into the pre-existing 
content such that the modifications it contains replace the previous 
information, leaving everything else untouched

Loading the configuration from the textual file is done via one of the 
user interfaces provided on the device. Originally, this procedure would 
have been performed using the CLI, but this is now changing to utilize 
the NETCONF interface, which has been standardized in the open source 
community. Developers of automated configuration management tools 
in data centers are starting to utilize more open source standards (such 
as NETCONF), which makes for easier automation. Thus, it is essential 
for any vendor to fully support the open-source foundations favored by 
data center customers.

Evolving Beyond Automated Configuration Management  
Using Ansible

A large portion of data center operators are working towards 
automating all operations, not just configuration management. While 
some data centers develop their own platforms, a large number utilize 
Ansible as their automation framework. Developed in Python, the 
Ansible automation platform allows a data center operator to automate 
the configuration, upgrade and orchestration of their servers, 
databases, and networking devices.

 

Figure 2: Ansible Architecture

The Ansible architecture is shown in Figure 2. Its components are  
as follows:

 ■  The Inventory is a list of hosts (servers or network devices), databases, 
and other resources that Ansible can access to gather data from or 
take actions.

 ■  The APIs, modules, and plug-ins define the actions that can be 
performed on the devices and resources in the inventory. 

Ansible also defines the concept of Playbooks that are written in YAML 
format. These playbooks allow you to describe actions you want to 
perform on the devices in the inventory. Ansible playbooks are a simple 
way to pre-define the steps that you want to perform in your 
automation.

Since Jinja is built into Ansible, data center operators can implement 
the concept of the master data center database through Ansible 
playbooks. Data can be pulled from the data center database and then 
used in a specific playbook to deploy the configuration to the device via 
the Jinja template. Operators can also automate device upgrades and 
much more through this simple playbook concept.

Ansible has built-in ability to control many types of devices. Since it is 
open source, an operator can augment these capabilities as needed, to 
handle new types of devices or actions. This allows data centers to 
automate all aspects of their operation. 

Change Monitoring and Rapid Correction
Another important aspect of data center configuration management is 
monitoring changes carried out locally (and possibly erroneously or 
containing errors) on the devices. For example, if a third-party 
installation technician sits down at a rack and enters configuration 
changes directly into one of the network elements, any changes made 
would need to be propagated into the data center database, or else 
they would be overwritten during the next database reconciliation. 
However, the advantage of local changes is that if a change is incorrect, 
it can be immediately backed out by the operator just by pushing the 
last configuration for that device from the data center database.  

Several open source tools can be used for this monitoring, such as 
RANCID and Oxidized. These tools back up the configuration and also 
monitor devices for local changes. The RANCID network management 
application is depicted in Figure 3. This tool pulls the configuration in 
textual form. These tools usually do this by running CLI commands on 
the device that open the configuration files for comparison against the 
database. These tools store the resulting text in a source control 
database such as CVS or GIT. RANCID, specifically, stores pulled 
configuration data in CVS. 

By storing local versions of device configurations in a source control 
database, an operator can compare different snapshots of the device 
configuration database. Configuration monitoring tools can also to send 
out email notifications when changes have occurred.
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Figure 3: RANCID Monitoring

Efficient Configuration Processes During Installation
Data center operators not only want to deploy device configurations 
efficiently, they also need efficient means for new device installation. 
Operators typically want to be able to “rack and stack” devices without 
the added operational overhead of connecting to and carrying out 
procedures directly over a CLI port. 

Operators initially achieved remote access by connecting a terminal 
server to every device, which enabled the operations center to connect 
via the terminal server and remotely set up IP communications to the 
device. Data centers are now transitioning to Zero-Touch Provisioning 
(ZTP) through DHCP, as shown in Figure 4.

Figure 4: Zero-Touch Provisioning 

The DHCP request from the device for an IP address includes additional 
tags that request the location of the textual version of the software load 
and configuration data. The operator can then configure the DHCP 
server to provide the requested information. The DHCP server will then 
provide the location of the latest software image and configuration for 
the device, along with the IP address. Upon receiving this information, 
the device loads the software image and installs the configuration.

Optionally, some devices can be set up to provide an announcement to 
specified servers through a REST interface. This announcement typically 
provides information needed to enable the data center operations 
software to access the device.

The configuration loaded through the ZTP process is typically enough to 
set up the device to communicate back to the data center operations 
software, so that this software can load the master configuration from 
the data center database.

It should be noted that the ZTP operation only happens for initial 
installation when the database on the device is the default. After this 
initial configuration is loaded, the ZTP process is complete, and normal 
operation proceeds on the device. Subsequent changes to the master 
configuration are loaded from the data center database. This is done on a 
periodic basis to refresh the device configuration, as mentioned previously.

Efficient Device and Network Health Monitoring
The last key aspect of data center operations is monitoring device and 
network health. Traditionally this has been done through SNMP, which 
will probably continue to be the case for some time. SNMP access to the 
device is defined by a management information base (MIB) and allows 
you to perform a “walk” operation on the Object Identifiers (OIDs) in the 
MIBs defined by the device. Recently, however, data centers have begun 
transitioning to streaming telemetry. 

Streaming telemetry enables a device to automatically send changes 
to a collector as shown in Figure 5. The advantage of streaming 
telemetry is it is more efficient so you can stream more data. Data 
available for streaming is typically defined by the YANG model provided 
by the device. This is the same YANG model utilized for the device’s 
NETCONF interface.
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Figure 5: Streaming Telemetry 

Streaming telemetry, when enabled, will periodically send data to a 
monitoring server. This typically uses a gRPC Remote Procedure Call 
(gRPC) to transport the data. This is the standard transport protocol for 
telemetry that has evolved in the open source community.

Configuration of streaming telemetry is typically done by defining  
the following:

 ■  Sensor groups – Defines what to stream
 ■  Destination groups ‒ Defines where to stream the data 
 ■  Subscriptions ‒ Indicates the streaming interval, sensor groups, and 
destination groups 

Data streamed is usually in one of two formats: XML or JSON. This  
data can then be received and analyzed by the monitoring server, and 
visualized using tools such as Granfana, netdata, Datadog, Kibana,  
or Graphite. The data can also be analyzed and used to predict or 
correct problems.

Getting on Board with Automated Data Center Operations
These rapidly advancing developments in automated configuration 
management, as well as developments that go beyond it into 
automated monitoring, require effort from equipment and software 
vendors in terms of incorporating the right building blocks into their 
products. A prime example of network hardware that supports all the 
features mentioned in this paper is the Fujitsu 1FINITY™ platform 
running Fujitsu System Software Version 2 (FSS2). When implemented 

on devices like the 1FINITY T600 Transport blade, FSS2 provides the 
following features and more:

 ■  User Interface options, including CLI, NETCONF, SNMP v1, v2, v3
 ■  Full CLI support, including: 
– Candidate configuration with commit and confirmed-commit
– Tab completion 
– Context-sensitive help
– Support for regex expressions
– Ability to tailor output with “|” select, match, display, etc.
– Rollback to earlier configurations
 ■  Full NETCONF support, including:
– Candidate configuration with commit and confirmed-commit
– NETCONF monitoring
– Notifications through NETCONF streams with replay support
– XPATH filtering to allow controller to select needed data
– Rollback to earlier configurations
 ■ Full SNMP support, including:
– SNMP v1, v2, v3
– Supports trap, root walk, bulk get, and get operations
– Ability to walk equipment, interfaces, and PMs.
– Supports multiple managers accessing the device simultaneously
 ■  Ability to load textual configurations, through CLI or NETCONF, in 
text or XML format and with options to override, replace, or merge 
operations for the load command 

 ■  Built-in support for FSS2 in the RANCID distribution
 ■  Full ZTP support allowing set up of software image and textual 
configuration deployment on newly installed devices, using supported 
protocols (TFTP, FTP, HTTP, and HTTPS) 

 ■  Ability to set up a ZTP announcement to automate device discovery 
by the data center software using MAC, serial number, IP address, and 
additional information 

 ■  Full streaming telemetry support, allowing the data center operator 
to stream any configuration, alarm data, operational state, and 
performance monitoring statistics, in XML or JSON, at a selectable 
range of intervals 

The 1FINITY platform provides all the operational features data center 
operators need to easily integrate it into their optical network. As data 
centers expand the range and sophistication of automation in more 
and more operational areas, ease of integration and foundational 
support for the open-source frameworks used for automation will 
quickly become a necessity. 1FINITY and its FSS2 system software have 
anticipated this trend and will continue to extend and refine this 
support over the coming years. 
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